
Neurocomputing 210 (2016) 185–196
Contents lists available at ScienceDirect
Neurocomputing
http://d
0925-23

n Corr
E-m
journal homepage: www.elsevier.com/locate/neucom
Collaborative filtering with weighted opinion aspects

Chong Yang a, Xiaohui Yu a,b, Yang Liu a,n, Yanping Nie a, Yuanhong Wang a

a School of Computer Science and Technology, Shandong University, Jinan, China
b School of Information Technology, York University, Toronto, Canada
a r t i c l e i n f o

Article history:
Received 15 April 2015
Received in revised form
26 December 2015
Accepted 28 December 2015
Available online 11 June 2016

Keywords:
Opinion mining
Aspect weighting
Tensor factorization
Collaborative filtering
Rating inference
x.doi.org/10.1016/j.neucom.2015.12.136
12/& 2016 Elsevier B.V. All rights reserved.

esponding author.
ail address: yliu@sdu.edu.cn (Y. Liu).
a b s t r a c t

Collaborative filtering (CF) aims to produce recommendations based on other users' ratings to an item.
Most existing CF methods rely on the overall ratings an item has received. However, these ratings alone
sometimes cannot provide sufficient information to understand users' behaviors. For example, a user
giving a high rating may indicate that he loves the item as a whole; however, it is still likely that he
dislikes some particular aspects at the same time. In addition, users tend to place different emphases on
different aspects when reaching an overall rating. This emphasis on aspects may even vary from users to
items, and has a significant impact on a user's final decision. To make a better understanding of a user'
behavior and generate a more accurate recommendation, we propose a framework that incorporates
both user opinions and preferences on different aspects. This framework is composed of three compo-
nents, namely, an opinion mining component, an aspect weighting computing component, and a rating
inference component. The first component exploits opinion mining techniques to extract and summarize
opinions on multiple aspects from reviews, and generates ratings on various aspects. The second com-
ponent applies a tensor factorization strategy to automatically infer weights of different aspects in
reaching an overall rating. The last one infers the overall rating of an item based on both aspect ratings
and weights. Experiments on two real datasets prove that our model performs better compared with the
baseline methods.

& 2016 Elsevier B.V. All rights reserved.
1. Introduction

When online users make decisions such as seeing a movie, they
often face a large amount of choices. Recommender systems can
help them find the most relevant items that they might be inter-
ested in. Collaborative filtering (CF), a popular technique used in
recommender systems, provides recommendations to users about
items that people with similar tastes and preferences have liked in
the past, usually in the form of ratings of items. However, relying
on numerical ratings only is problematic. For one, having a lot of
missing ratings may lead to the cold start and data sparsity pro-
blem, which may greatly affect the performance of CF. For another,
the overall ratings are often of too coarse a granularity and cannot
provide enough detailed information about user preferences.

Social networks present new opportunities as to further im-
prove the accuracy of recommender systems. Nowadays, millions
of users flock to social-networking sites such as Epinion, Facebook,
connecting themselves with others, sharing their interests and
opinions. These reviews are very useful for merchants and other
users. For merchants, they can find out what users are concerned
about from the reviews, and then make product improvement or
sales plans accordingly. For users, they may be able to find pro-
ducts better by examining the preference implicit or explicit in the
information reveled by prior purchasers of a product (e.g., via
product reviews). At the same time, these reviews reflect users’
behaviors on each of the aspects of the items.

For example, consider the two reviews shown in Fig. 1. They all
discuss multiple aspects of the restaurant, such as food, price, and
service. They both give the restaurant an overall rating of 2/5, but
demonstrate different opinions on each aspect. The first reviewer
dislikes the food, but the second reviewer is not pleased of the
price. In order to help users tell this difference, it is necessary to
understand a reviewer's behavior on each of the major aspects of
the items for more accurate rating estimation in CF.

Furthermore, all aspects are not equal in forming a user's
overall behavior. For example, consider a typical restaurant review
shown in the left part of Fig. 1. This review comments on some
aspects, i.e., food, service and price. It is obvious from the review
that the user likes service and price but was not pleased of the food.
However, the user gives the restaurant a 2/5 rating. One tenable
explanation is that the user emphasizes different aspects when
reaching the overall rating. That is, the user may put a heavier
weight on food than price and service. Clearly, the weight users put
on different aspects affects the overall ratings. Therefore, to
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Fig. 1. Two examples of reviews about a restaurant.
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understand such subtle differences, it is necessary to further reveal
the relative importance weight that a user placed on each aspect
when assigning the overall rating.

Users' opinion analysis and users' preference analysis, which
are the component of users' behavior analysis, are the base of
better recommending. So far, there exist some works exploiting
the overall ratings to estimate the aspect weights, but little work
has been done in exploiting opinions and weights for more ac-
curate rating estimation in CF.

In this paper, we propose a new CF framework which in-
corporates users' behavior (including users' opinions and pre-
ferences) on different aspects into the CF process, in order to tap
the rich sentiment information embedded in the reviews and the
subtle differences between aspects, and also to alleviate the data
sparsity/cold start problem. Our framework consists of three
components, (1) opinion mining, (2) aspect weight computing,
and (3) rating inference.

The first component infers numerical ratings on the multiple
aspects of opinions expressed in the reviews when such ratings
are missing or not explicitly presented. For this purpose, we first
employ a double propagation method [1] to extract aspect terms
and opinion words from the reviews. Double propagation is based
on the observation that there are natural relations between aspect
terms and opinion words due to the fact that opinion words are
used to modify targets, which can be described through the de-
pendency grammar [2]. Then, as some of those terms may carry
the same meaning, we use Latent Dirichlet Allocation [3] to cluster
those aspect terms into latent aspects. The corresponding opinion
words can then be aggregated to get a user's ratings on each of
these aspects. As each review has a lot of opinion aspects, the
result of this component is a set of rating matrices, each corre-
sponding to an aspect.

In the second component we compute the aspect weights
based on the idea that the overall rating is “generated” based on a
weighted combination of the latent ratings over all the aspects,
where the weights are to model the relative emphasis that the
user has placed on each aspect when giving the overall rating. At a
first glance, it appears that given a dataset, we could easily build a
regression model with the aspect ratings and the overall ratings
being the variables and the weights being the parameters. How-
ever, this will make the number of free parameters (one for each
combination of user, item, and aspect) too big to be tractable. In
addition, this approach would inherently suffer from data sparsity
because each user can hardly write more than one review on the
same item, which makes it impossible to obtain sufficient training
data to learn the weights reliably.

We hence propose a method based on tensor factorization,
which aims to compute a concise representation of the underlying
factors for weighting, taking into consideration the fact that many
aspect ratings may be missing. Each element of this weight tensor
corresponds to the weight a user puts on an aspect of an item. We
use the HOSVD decomposition approach which computes the
tensor into a core tensor multiplied (or transformed) by a matrix
along each mode, subject to the constraint that the tensor re-
constructed from those matrices and the core tensor have to
consist of the optimal parameters to a linear regression problem
that regresses the overall rating on aspect ratings.

The third component uses tensor factorization to infer the
overall ratings, forming the basis of item recommendation. We get
the weighted aspect ratings through the combination of the aspect
weights and aspect ratings. The weighted aspect ratings, together
with the overall ratings, constitute a tensor. Then we employ a
tensor factorization approach to capture the underlying latent
structure of the tensor and the result of the factorization can be
used for inferring the unknown ratings. The tensor factorization
process can be seen as a extension of matrix factorization in CF,
but it can preserve the multi-dimension nature of the data and the
result is better than the matrix factorization.

We evaluate our proposal on two datasets. We compare our
model with some baseline methods, and the experiment results
show that our model outperforms others.

The major contributions of this paper can be summarized as
follows:

� We propose a new model that integrates users' behavior (in-
cluding opinions and preferences) on multiple aspects into
collaborative filtering for the overall ratings prediction.

� We employ a tensor factorization approach to capture the as-
pect weights, which alleviates the data sparsity problem and
reduces the number of model parameters.

� We propose a method to predict the unknown overall ratings
through (again) tensor factorization, where the tensor is con-
stituted by weighted aspect ratings and overall ratings. A major
advantage of this method lies in its ability to capture the in-
trinsic interactions among the three dimensions: user, item, and
aspect.

� We conduct extensive experiments on some datasets to verify
the effectiveness of our proposed approach.

The rest of this paper is structured as follows. Section 2 pro-
vides an overview of the related work. Section 3 defines the pro-
blem and presents the framework of our solution. Section 4 dis-
cusses the method to obtain the ratings on various aspects. Section
5 describes how to obtain aspect weights using tensor factoriza-
tion. Section 6 discusses how to predict unknown overall ratings.
Experimental results are presented in Section 7. Section 8 con-
cludes this paper.
2. Related work

Our work is related to Aspect-based Opinion Mining, Aspect-
based Weight Estimation, and Collaborative Filtering.

2.1. Aspect-based opinion mining

The main task of aspect-based opinion mining is extracting the
aspects and learning the aspect ratings from a collection of re-
views of a given item. The earliest attempt on aspect extraction is
frequency-based. In the work proposed by Scaffidi et al. [4], the
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noun phrases that occur more frequently in general English than in
reviews are discarded. The drawback of the frequency-based ap-
proaches is that the low-frequency aspects are ignored. Some
methods have been proposed to overcome this problem. For ex-
ample, Hu and Liu [5] use the opinion words to look for the low-
frequency features that cannot be found in the frequent feature
generation step using association mining. Model-based ap-
proaches that automatically learn the model parameters from the
data have also been proposed. Some of these models are based on
unsupervised learning techniques and some are based on su-
pervised learning techniques. Many of the unsupervised methods
are based on statistical models such as Latent Dirichlet Allocation
(LDA) [3]. As an extension, Brody and Elhadad [6] use the LDA
model at sentence-level to identify the local topic of each sentence
as the aspect. Some of the supervised methods are based on
Conditional Random Fields (CRF) and Hidden Markov Models
(HMM). Qi and Chen [7] develop a system named OpinionMiner to
extract aspects and opinions based on lexicalized HMM. The dis-
advantage of the HMM-based model is that they cannot consider
the interaction among sequence labels. To solve this problem,
some studies attempt to use CRF instead of HMM. Li et al. [8] and
Boiy and Moens [9] extend the CRF model to extract aspects and
opinions using a set of manually labeled data.

With the aspect extracted, we can estimate the ratings of the
aspects in the reviews. Many approaches have been proposed for
this purpose. Snyder and Barzilay [10] use a good grief algorithm
to improve the accuracy of aspect rating prediction through
modeling the dependencies among aspects. Qiu et al. [1] discuss
how to extract the aspects and predict their corresponding ratings
simultaneously. Wang et al. [11] discover each reviewer's latent
ratings on the given aspects by a Latent Rating Regression model.

2.2. Aspect-based weight estimation

The major problem of most existing aspect-based opinion
mining methods is that they do not consider user preferences
(across multiple reviews and items) in the learning procedures so
that they are unable to predict user opinions on other items which
they have not written reviews on.

To the best of our knowledge, there are few works that in-
corporate user preferences into collaborative filtering. The Latent
Aspect Rating Analysis (LARA) model [11] takes a set of review
texts with overall ratings and a specification of aspects as input,
and discovers each individual reviewer's latent ratings on the gi-
ven aspects and the relative emphasis a reviewer has placed on
different aspects. A major limitation of LARA model is the as-
sumption of pre-specified aspects by keywords. Wang et al. [12]
further improve LARA by proposing a unified generative model for
LARA that does not need pre-specified aspect keywords.

Li et al. [13] exploit the reviewer and product information for
review rating prediction. They present a method based on tensor
to represent the relationship among reviewers, products and text
features. In order to reduce the data sparsity problem, they use
tensor factorization to generate latent factors and infer all the
ratings in the tensor, whereby it can model the association among
reviewers, products and text features together. However, their
work only adopts some simple features to represent the review.
Mukherjee et al. [14] use a linear regression formulation to learn
author preferences, but it can only be used to get author specific
facet preferences on a particular topic. Nie et al. [15] propose a
method based on tensor factorization, which aims to compute a
concise representation of the underlying factors for aspect
weighting, taking into consideration the fact that many aspect
ratings may be missing.
2.3. Collaborative filtering

Collaborative filtering is the process of filtering or evaluating
items using the opinions of other people. It analyzes relationships
between users and interdependencies among products in order to
identify new user-item associations. Various CF approaches have
been proposed over the past decades, and some more compre-
hensive surveys can be found in the works by Breese et al. [16] and
Herlocker et al. [17]. The nearest neighbor algorithm is one of the
most well-known ones. Such methods are centered on computing
the relationships between users or items. Matrix Factorization
(MF) is another most widely applied method for CF problems,
including matrix factorization [18], probabilistic matrix factoriza-
tion [19], and maximum margin matrix factorization (MMMF)
[20]. The MMMF is a matrix factorization strategy based only on
the known entries in the matrix, but the model is hardly scalable.
Zhang et al. [21] propose a novel regularization model of low-rank
matrix factorization using an inducible pre-estimation to a set of
unknown ratings for the problem of collaborative filtering.

Although most of the work on collaborative filtering has fo-
cused on the traditional two-dimensional user/item problem, it
generally suffer from the data sparsity problem. To alleviate this
limitation, a lot of methods have been proposed. One natural way
is to transfer user interests in other domains to the target domain.
Tan et al. [22] propose a Bayesian hierarchical approach based on
Latent Dirichlet Allocation (LDA) to transfer user interests cross
domains or media. Another way is to add users' review text to
recommendations [23].

Analysis of incorporating review texts analysis into collabora-
tive filtering system has been extensively studied. For example,
Leung et al. [24] identify features in their work, and evaluate the
recommendation performance by predicting a 2-point or a 3-point
rating. Ganu et al. [25] present a recommendation algorithm
which relies on topic and sentiment information automatically
obtained from the text of reviews. They evaluate the performance
of their system by making fine grained rating predictions. McAuley
and Leskovec [26] propose a model called HFT, which aligns hid-
den factors in product ratings with hidden topics in product re-
views. Essentially, these topics act as regularisers for latent user
and product parameters. The very recently published ETF [27] also
considers aspect based opinion mining and collaborative filtering
simultaneously. It first extracts explicit product features (i.e., as-
pects) and user opinions by phrase-level sentiment analysis on
user reviews, and then generate both recommendations and dis-
recommendations according to the specific product features to the
user's interests and the hidden features. Nonetheless, ETF does not
consider users' preferences on the aspects of items.

Working in the same vein, we employ the aspect-based opinion
mining to obtain aspects and their associated ratings. However,
different from above works, this paper considers the user pre-
ference on different aspects, i.e. aspect weights, as another im-
portant factor that may affect users' final decisions. In addition,
our study introduces tensor, which instead of sticking to two di-
mensional user-rating matrix, extends CF to the three dimensional
case, and assists the recommender system by providing more
freedom to integrate useful information.
3. Problem definition and framework

We first define the problem of collaborative filtering with user
opinions on multiple aspects, and then propose a framework to
tackle this problem. For the sake of easy reading, we first introduce
in Table 1 some notations frequently used in this paper.



Table 1
Definitions of notations.

Notation Description

{ }= …u u uU , , , I1 2 The set of users, and I is the number of users

{ }= …i i iI , , , J1 2 The set of items, and J is the number of items

= ×R U I User-item overall rating matrix
xij The review written by ui on item ij
rij The overall rating on review xij

r̂ij
The predicted rating on review xij

{ }= [ ] ∈×sS 0, 1ij I J If rij is known, =s 1ij ; else =s 0ij

{ }= …A a a a, , , K1 2 The set of aspects, and K is the number of aspects

rij An aspect rating vector in respect of review xij over as-

pects { }= …A a a a, , , K1 2 , and rijk is the k-th aspect rating

wij An aspect weight vector, and wijk denotes the weight on
aspect ak by user ui placed on item ij
Aspect weight tensor

Rk An aspect rating matrix on aspect ak, and the entry of Rk is
rijk
Tensor comprised of …R R R, , , K1 2

A unit tensor, and all the elements of it are 1

R̂
k Weighted aspect rating matrix, and its entry is r̂ijk

^
Tensor ^ comprised of ^ ^ … ^R R R R, , , ,

K1 2
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3.1. Problem definition

We assume that there is a set of users { }= …u u uU , , , I1 2

writing reviews on a set of items { }= …i i iI , , , J1 2 . Let = ×R U I
denote a user-item overall rating matrix, where the entry ∈ +r Rij

(usually ranging from a to b) denotes the overall rating of ui on ij.
For clarity, we define a user's overall rating of an item as a nu-
merical rating reflecting the general opinion of the user towards
an item. This rating can be explicitly given by the user or inferred
from the user's text review. Most existing CF approaches predict
the unknown matrix entries relying only on those ratings. In
general, a user reviews only a small subset of all available items.
We use a matrix = [ ] ×sS ij I J of indictor variable sij to represent
whether rij is observed ( = )s 1ij or not ( = )s 0ij .

A review by user ui writing on item ij is denoted by xij. For each
review xij, there is an associated overall rating rij. In general, user ui

refers to some aspects about item ij in a review xij. An aspect is a
set of words (usually very small) that characterize a rating factor in
the reviews. A user's aspect rating of an item is a numerical rating
indicating the user opinion on the item towards the aspect. As-
sume that there are K aspects { }= …A a a a, , , K1 2 , we use a
K -dimensional vector rij to represent the aspect-level ratings of
user ui on item ij, where rijk is a numerical rating on aspect ak. If the
review xij does not mention the aspect ak or the review xij does
not have opinion words about the aspect ak, the aspect rating rijk is
set to the mean value naturally.

Aspect weight denotes the degree of users' satisfaction about
the aspect. These weights express user preferences on aspects. For
Fig. 2. Tensor ^ comprise
each review xij, we use a K -dimensional aspect weight vector wij

to indicate the degree of users' satisfaction on all the aspects. The
indices of wij on aspect ak is wijk. In order to make the weights
easier to interpret and compare across the reviews, we require
that it satisfies ∈ [ ]w 0, 1ijk and ∑ == w 1k

K
ijk1 . A higher weight on an

aspect means that the user puts more emphasis on the aspect.
For each aspect, there is an aspect rating matrix similar to the

overall rating matrix R . For a given number ( )K aspects, we use
…R R R, , , K1 2 to represent these aspect rating matrices. The entry of

aspect rating matrix Rk can be written as rijk, which denotes the
rating that user ui gives for the aspect ak on item ij. With the input
of the overall rating matrix R and the aspect rating matrices

…R R R, , , K1 2 , the first problem we address in this paper is to learn
the weight that users place on each aspect of each item.

Since the weights and user opinions on different aspects of an
item affect the overall opinions, we incorporate those weights into
the aspect rating matrices and produce the weighted aspect rating

matrices ^ ^ … ^R R R, , ,
K1 2
. We aggregate the overall rating matrix R

and the weighted aspect rating matrices ^ ^ … ^R R R, , ,
K1 2

into a

3-dimension array, i.e., a 3rd-tensor ^ , where the size of ^ is

( )× × +I J K 1 . Fig. 2 shows the frontal slices of ^ . The second
problem we address in this paper is to predict the overall rating rij

for the item ij not yet rated by the user ui by decomposing the

tensor ^ .

3.2. Framework

We propose a framework to exploit the reviews and overall
ratings for collaborative filtering. Fig. 4 illustrates the general
procedure of the CF process. The whole tasks in the framework are
shown in Fig. 3. Correspondingly, this framework mainly consists
of three steps. First, we compute the ratings on individual aspects
by performing sentiment extraction on the reviews, which consists
of the first two tasks. Second, we infer the aspect weights through
the tensor factorization approach. In the third phase, a tensor
factorization technique for rating prediction is employed utilizing
the aspect ratings and aspect weights.
4. Inferring aspect ratings

We now discuss how to infer the aspect ratings which will be
used in the later section for the prediction of aspect weights and
overall ratings. Our approach consists of three steps. The first step
works at a syntactic level and extracts the aspect terms and the
corresponding opinion words from the reviews. In the second step,
those aspect terms are clustered into K latent aspects through
using the Latent Dirichlet Allocation [3] approach. The third step
computes the ratings on those steps based on the opinions ex-
pressed towards the constituent aspect terms. In what follows, we
describe each step in more detail.
d of ^ ^ … ^R R R R, , , ,
K1 2
.



Fig. 3. All the tasks related to the framework.

Fig. 4. Overview of the recommendation framework.

1 http://nlp.stanford.edu/software/corenlp.shtml.
2 http://www.cs.uic.edu/� liub/FBS/sentiment-analysis.html.
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4.1. Extracting aspect terms and opinion words

Sentiment identification and opinion target extraction are two
fundamental problems in opinion mining. Sentiment identification
is usually performed by understanding the corresponding opinion
word embedded. An opinion lexicon is a list of opinion words such
as good, bad, perfect, and great used to indicate positive or negative
sentiments. Opinion targets are topics on which opinions are ex-
pressed. For example, in a review “Roman Holiday is the most in-
credible movie I have ever seen”, movie is the aspect term of the
opinion word incredible. If we do not know the aspect term movie,
the opinion word incredible is of little value. Therefore, it is im-
portant to extract opinion lexicons and opinion targets in the
reviews.

However, as the aspect terms and opinion words that appear in
one user's review can be very different from the others, it is im-
possible to extract aspect terms and opinion words through me-
chanical extraction. We adopt a semi-supervised method called
double propagation [1] to perform the extraction task. This ap-
proach does not require additional resources except for an initial
seed opinion lexicon, which is readily available. Double propaga-
tion is based on the observation that there are natural relations
between aspect terms and opinion words due to the fact that
opinion words are used to modify targets. At the same time, the
opinion words and the aspect terms themselves also have relations
in opinionated expressions too. These relations can be described
through the dependency grammar [2]. In the dependency gram-
mar, the syntactic relations include the Direct Dependency (DD)
and the Indirect Dependency (IDD). The double propagation only
exploits the Direct Dependency relationship on the opinion words
and aspect terms.
Besides, there are some constraints of part-of-speech (POS) tags

on the opinion words and aspect terms, and the syntactic relations
on the dependency path. In addition, we consider the opinion
words to be adjectives and the aspect terms to be nouns/noun
phrases. For example, in a movie review sentence “The film has a
great plot, but the actor is very poor”, the adjective great is parsed as
directly depending on the noun plot, and the noun actor is also
parsed as directly depending on the adjective poor. If we know
great is an opinion word and actor is an aspect term, we can easily
extract plot as the aspect term according to the rule “a noun on
which an opinion word directly depends through mod (adjectival
modifier) is taken as the aspect term”. Similarly, if we know actor is
an aspect term, we could extract the adjective poor as an opinion
word through a similar rule.

In our experiment, we firstly exploit Stanford CoreNLP1 to do
POS tagging and get dependency parses for the review sentences.
We use the seed opinion lexicon2 as the initial seed opinion lex-
icon. The whole propagation approach first uses the seed opinion
lexicon to extract aspect terms and opinion words and then uses
the newly extracted aspect terms and opinion words for further
extraction. The propagation process ends when no more aspect
terms and opinion words can be extracted.

Note that the double propagation method can detect the ne-
gation/contrary words in the sentences. In our work, the negation/
contrary word set consists of not, n't, ‘t, however, but, despite,
though, except, although, oddly, and aside. In the extraction process,
we are able to assign sentiment polarities to the newly extracted
aspect terms and opinion words. With the following observations
about opinion words and aspect terms, we assign polarities to
opinion words by contextual environment. The first observation is
that an aspect term has the same polarity for a review even if the
aspect term appears more than once in the review. The second is
that an opinion word has the same polarity in one domain corpus.

4.2. Opinion summarization

Users can mention a lot of aspect terms in their reviews;
however, some of those terms may carry the same meaning. For
example, aspect terms such as story, stories, plot and plots can all
characterize the story aspect. In order to aggregate these terms
into smaller groups, we adopt the Latent Dirichlet Allocation [3]
method in our work. The input of the LDA procedure is the set of
aspect terms and the set of reviews, and the output is a set of
aspects, each aspect consisting of a set of aspect terms. Due to the
characteristic of LDA, one aspect term can belong to several dif-
ferent clusters. We will provide an example of the aspects and the
aspect terms contained in Section 7. The number of aspects can be
determined experimentally.

4.3. Computing aspect rating matrices

We now describe how to compute the aspect rating matrices
…R R R, , , K1 2 using the aspect terms and the opinion words. As-

suming that there are K aspects …a a a, , ., K1 2 , we use the Algorithm

http://nlp.stanford.edu/software/corenlp.shtml
http://www.cs.uic.edu/~liub/FBS/sentiment-analysis.html
http://www.cs.uic.edu/~liub/FBS/sentiment-analysis.html
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1 to calculate each aspect rating rijk ( = … )k K1, 2, , on the review
xij.

As indicated in Algorithm 1, for each review, we first calculate
the number of positive and negative opinion words on each aspect,
and then use the ratio (the number of positive opinion words on
one aspect)/(the total number of opinion words on one aspect) as
the aspect rating value for the aspect. As the aspect rating value
expresses the user's attitude on the item for the aspect, we nor-
malize the aspect rating value so that they fall into the same range
as the overall rating (usually ranging from a to b). If there are no
opinion words on one aspect or a review does not mention an
aspect, we will set the aspect rating value to the mean value
(( + ) )a b /2 naturally. It is worth noting that an aspect term can be
grouped into several different aspects, and correspondingly, the
opinion words expressed on that aspect term are counted toward
the ratings of multiple aspects. After this step, we get all the aspect
rating matrices …R R R, , , K1 2 , which can then be used to compute
the aspect weights and infer the overall ratings that are not yet
rated by users.

Algorithm 1. Algorithm for calculating rijk.
Inp
T

T
T
T

Ou
T

1:
2:
3:

4:

5:

6:
7:
8:

9:
10:
11:

12:

13:

14:

15:

16:
17:
18:
19:
20
21:
22
23
24
ut:
he set of item aspects, { }= …A a a a, , , K1 2 ;

he set of aspect terms, F ;
he set of opinion words, O;
he review xij written by user ui on item ij;
tput:
he aspect rating value ( = … )r k K1, 2, 3, ,ijk ;

for each ∈ [ ]k K1, do
=p 0k , =n 0k ;

for each sentence s in xij do

{ } = ∅F1 ; // the aspect terms set

{ } = ∅O1 ; // the opinion words set

for all the aspect terms ∈f F do
if f appears in s then

{ } { } { }= ⋃F F f1 1 ;

for all the opinion words ∈o O do
if o appears in s then

{ } { } { }= ⋃O O o1 1 ;

// aggregate opinion words for each aspect ak

for each { }∈f F1 do

for all the aspects A such that ∈f ak do

for each { }∈o O1 do
if the opinion polarity of o is positive then

= +p p 1k k ;
else

= +n n 1k k ;
: for ∈ [ ]k K1, do

if + >p n 0k k then
: // normalize the aspect rating to [a,b]
: = ( − )· ( + ) +r b a p p n/ 1ijk k k k ;
: else
: = ( + )r b a /2ijk ;
25

5. Aspect weighting

As stated previously, users may put different emphases on
different aspects. For example, a review “Parts of the story may be a
bit cliché, but the acting is magnificent and the movie is still
enjoyable”which has a 10-star rating mentions aspects story, acting
and movie in the movie Titanic, and the user obviously places more
emphasis on acting and movie than story because the user does not
pleased of the story but assigns a 10/10 rating. Therefore, it is
important to consider the preference information on individual
aspects for more accurate rating prediction.

To learn each parameter wij, a commonly adopted approach is
to build a separate regression model on each review xij. However,
it is infeasible in our case as each user at most writes one review
for an item, and each xij thus cannot obtain sufficient training. In
addition, we will have × ×I J K parameters to estimate, which is
intractable in general. Also, since each user usually rates/reviews
only some aspects of a small subset of the items, the data is too
sparse to obtain good estimates for those parameters.

In order to meet these challenges, we adopt a tensor factor-
ization approach to solve the problem of computing the aspect
weights. Note that the wij can be easily arranged as a 3rd-tensor

where the first, the second, and third dimensions correspond to
user, item, and aspect respectively, and each element in the tensor
corresponds to a particular parameter wijk. Tensor factorization is a
good fit for our problem as it is an excellent way of capturing the
intrinsic interactions between the three dimensions: users, items,
and aspect weights. Moreover, tensor factorization will greatly
reduce the number of free parameters, overcoming the issues with
the aforementioned method.

There are multiple ways of computing the factorization, among
which HOSVD model and CANDECOMP/PARAFAC(CP) model are
the most widely used. Li et al. [13] exploit the CP factorization to
generate latent factors. Wang et al. [28] present a new approach to
alleviate the high sparsity problem by applying the HOSVD tech-
nique in Context-aware recommender systems. Due to the sparsity
of the data, in our paper, we adopt the HOSVD decomposition
approach [29], which can effectively decompose a tensor into a
core tensor multiplied (or transformed) by a matrix along each
mode. In our experiment, we compare the two models, and dis-
cuss the reasons for the results. To better understand the tensor
decomposition method, we firstly define and introduce some no-
tations for tensor operations.

Given two 3rd-order tensors and , which have the same
size × ×I I I1 2 3, the element-wise multiplication operation of them
is denoted by * , which is defined as

( * ) = ·x y .i i i i i i i i i1 2 3 1 2 3 1 2 3

For a matrix X of size ×I I1 2 and a 3rd-order tensor of size
× ×I I I1 2 3, •X defines an × ×I I I1 2 3 3rd-order tensor whose ele-

ments are given by

( • ) = ·x yX .i i i i i i i i1 2 3 1 2 1 2 3

Given a 3rd-order tensor of size × ×I I I1 2 3, and a 3rd-order
tensor of size × ×I I I1 2 4, ⊕ defines an ×I I3 4 matrix whose
elements are given by

∑ ∑( ⊕ ) = ·
= =

x y .i i
i

I

i

I

i i i i i i
1 1

3 4

1

1

2

2

1 2 3 1 2 4

For a 3rd-order tensor of size × ×I I I1 2 3, its norm is

∑ ∑ ∑=
= = =

x .
i

I

i

I

i

I

i i i
1 1 1

2

1

1

2

2

3

3

1 2 3

For matrices (i.e., second-order tensors), · refers to the analogous
Frobenius norm, and for vectors (i.e., first-order tensors), · refers
to the analogous two-norm.

Given three matrices X Y Z, , of size × × ×I R I R I R, ,1 2 3 ,
⎡⎣ ⎡⎣ ⎤⎦⎤⎦X Y Z, , defines an × ×I I I1 2 3 tensor whose elements are given
by
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( ) ∑=
=

⎡⎣ ⎡⎣ ⎤⎦⎤⎦ x y zX Y Z, , ,
i i i

r

R

i r i r i r
1

1 2 3 1 2 3

where R is the rank of the tensor.
Finally, given a 3rd-order tensor of size × ×I I I1 2 3, can be

rearranged as a matrix, which is called matricization, also known
as unfolding or flattening. The mode-n matricization of is de-
noted by ( )X n and arranges the mode-n one-dimensional “fibers” to
be the columns of the resulting matrix. Tensor element i i i1 2 3 maps
to matrix Xn’ element ( )i j,n where

∑= + ( − )
= ≠

j i J1 1 ,
k k n

k k
1,

3

with

=
= = =

∏ = ≠
−⎪

⎪⎧⎨
⎩

J
k k n

I

1, if 1, or if 2 and 1,

, otherwise.k
m m n
k

m1,
1

With the notation defined here, we can decompose the tensor
as

∑ ∑ ∑≈ × × × = ○ ○
( )= = =

gA B C a b c ,
1p

P

q

Q

r

R

pqr p q r1 2 3
1 1 1

where the symbol ○ represents the vector outer product; ∈ ×A I P ,
∈ ×B J Q , ∈ ×C K R are the factor matrices (which are usually or-

thogonal) and can be thought of as the principal components in
each mode. The tensor ∈ × ×P Q R is called the core tensor and its
entries show the level of interaction between the different com-
ponents. a b,p q and cr are the column vector of the factor matrices
A B, and C. In other words, the factor matrices refer to the com-
bination of the vectors from the rank-one components, i.e.,

= [ ⋯ ]A a a aP1 2 and likewise for B and C. Fig. 5 illustrates the
HOSVD decomposition of the tensor .

Element-wise, Eq. (1) can be written as

∑ ∑ ∑≈
( )= = =

w g a b c ,
2

ijk
p

P

q

Q

r

R

pqr ip jq kr
1 1 1

where P , Q , and R are the number of components (i.e., columns) in
the factor matrices A , B, and C, respectively. We can see that the
same user factor ai is shared when computing wijk for different j
and k combinations, which effectively captures the possible cor-
relations between wijk for the same user. Similarly, the sharing of
aspect weight and item factors are achieved in the same way when
determining wijk for different ( )i j, and ( )i k, pairs. This decom-
position model allows for full control over the dimensionality of
the factors extracted for the users, items and aspects by adjusting
the P , Q and R parameters. This property is valuable in the case of
large real world datasets where the matrices A and B can grow in
size and potentially pose a storage problem.

For a review xij, the prediction rating r̂ij using the model can be
computed as follows from the weight vector and aspect ratings:
Fig. 5. HOSVD decomposition of the tensor .
∑^ = ( ) · = ·
( )=

r w rw r .
3

ij ij
T

ij
k

K

ijk ijk
1

To compute the optimal model parameters , A, B, and C in
terms of prediction error, we minimize the following objective
function f :

∑ ∑= ·( − ^ )
( )= =

f s r r
1
2

,
4i

I

j

J

ij ij ij
1 1

2

subject to the following constraints:

∑

≡ − ≤

≡ − =
=

y w

h w

0,

1 0,

ijk ijk

ij
k

K

ijk
1

for all = … = … = …i I j J k K1, 2, , , 1, 2, , , 1, 2, , , where yijk and hij
are shorthands to be used in the sequel.

Due to the well-known indeterminacies of the model [30], it
may also be desirable to add regularization to the objective func-
tion. However, we notice that the experimental results are almost
the same using our review data; we therefore only demonstrate
the learning process without regularization here for simplicity.

Using the PHR method [31], we transform the constrained
objective f into the unconstrained objective function Ω:

( )

∑ ∑ ∑ ∑

∑ ∑ ∑

Ω ρ

ρ
ρ

= + · +

+ + −
( )

= = = =

= = =
⎪ ⎪
⎪ ⎪⎧
⎨
⎩

⎡⎣ ⎤⎦
⎫
⎬
⎭

f v h h

u y u

2

1
2

max 0, ,
5

i

I

j

J

ij ij
i

I

j

J

ij

i

I

j

J

k

K

ijk ijk ijk

1 1 1 1

2

1 1 1

2 2

where vij and uijk are the multipliers of the equality constraints on
hij and inequality constraints yijk, and ρ is the penalty parameter.

The corresponding discrimination function ϕ is

( )∑ ∑ ∑ ∑ ∑ϕ ρ= + −
( )= = = = =

⎪ ⎪
⎪ ⎪⎧
⎨
⎩

⎡⎣ ⎤⎦
⎫
⎬
⎭

h y umax , / .
6i

I

j

J

ij
i

I

j

J

k

K

ijk ijk
1 1

2

1 1 1

2
1/2

Let ≡ ^ −e r rij ij ij denote the prediction error of the model. The
partial derivatives of the unconstrained objective function Ω with
respect to model parameters A B, , and C are shown in Fig. 6,
where denotes a unit tensor, and all the elements of it are 1.
The 3rd-order tensor represents whether ρ+ is greater
than 0 (if ρ+ >u y 0ijk ijk , =m 1ijk ) or not (if

ρ+ < = =u y m0, 0ijk ijk ijk ). With these gradients, we can use gra-
dient descent algorithm to compute the optimal matrices , A, B,
and C.
6. Overall rating inference

Our final goal is to predict the overall rating rij for the item ij

which is not yet rated by the user ui. Many existing approaches in
predicting the overall rating ignore the dependencies between the
different aspects and aggregate the different aspects through lin-
ear combination because they think that the ratings on different
aspects are separated [11]. However, it is not always the case, and
the ratings between different aspects tend to be interdependent.
For example, “a poorly written character may also leads to a poor
rating on acting”. In our CF method, we capture the intrinsic in-
teractions among the three dimensions: user, item, and aspect by
also exploiting the tensor factorization technique.

In order to take the aspect ratings and aspect weights into
account simultaneously, we firstly introduce the rating tensor, and
then we perform factorization in order to infer the overall ratings



Fig. 6. Partial derivatives of the objective function Ω.
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of the items that are not yet rated by users (i.e., filling in the
missing values of the tensor).

6.1. Generating rating tensors

With , A, B and C computed and hence approximated

using Eq. (1), the weighted aspect rating matrix R̂
k
can be obtained

as follows:

^ = ( )⁎ ( )kR R: , : , , 7
k

k

where matrix ( )k:, : , denotes the weights users give on the
aspect ak of items.

After the weighted aspect ratings are computed, one can pre-
dict the overall ratings for cases where those ratings are available
(e.g., users might have written textual reviews on some aspects
but have not given a numerical overall rating). At the same time, as
user opinions and preferences on aspects affect the overall ratings,
we use the overall rating matrix R (with unknown entries for

ratings unavailable) with the weighted aspect rating matrices R̂
1
,

R̂
2
, …, R̂

K
to form a new 3rd-tensor ^ , where the size of tensor ^ is

( )× × +I J K 1 .

6.2. Overall rating prediction

As tensor ^ has a lot of missing entries in practice, we take the
similar strategy with the one in section 5 to factorize the tensor ^ .
Let us assume that the rank of ^ is D and r̂ijk is the entry of ^ , the
factor matrices N, P, and Q of size × ×I D J D, and ( + ) ×K D1 are

the results from the CP decomposition of ^ .
We consider the factorization problem as a weighted least

square problem, which only uses the known entries of the tensor.

We use the non-negative weight tensor ^ , which has the same
size of ^ and is used to identify the known entries and the un-

known entries of the tensor ^ . The entry of tensor ^ is defined as

^ =
^

^ ( )

⎪

⎪

⎧
⎨
⎩

w
r

r

1, if is known,

0, if is unknown, 8
ijk

ijk

ijk

for all = … = …i I j J1, 2, , , 1, 2, , and = ⋯ +k K1, 2, , 1.
The factor matrices N, P and Q can be learnt by minimizing the

following objective function:

∑ ∑ ∑ ∑( ) = ^ ^ − · ·
( )

^

= = =

+

=
⎪ ⎪
⎪ ⎪⎧
⎨
⎩

⎛
⎝
⎜⎜

⎞
⎠
⎟⎟

⎫
⎬
⎭

f w r n p qN P Q, ,
1
2

.
9i

I

j

J

k

K

ijk ijk
d

D

id jd kd
1 1 1

1

1

2

With the notations defined in Section 5, Eq. (9) can be re-
written as

( )( ) = ^
*

^ − ( )^ ⎡⎣ ⎡⎣ ⎤⎦⎤⎦f N P Q N P Q, ,
1
2

, , . 10

2

Assuming that ^ = ^
*

^ and ^ = ^
*⎡⎣ ⎡⎣ ⎤⎦⎤⎦N P Q, , , we can pre-
compute the tensor ^ because the tensor ^ and ^ do not change
during the iteration. And Eq. (10) can be rewritten as

( ) = ^ − ^
( )^f TN P Q, ,

1
2

. 11
2

We can get the gradient of the objective function by computing
the partial derivatives of ^f with respect to each element of the
factor matrices. Note that the gradient does not need to be com-
puted element-wise, but rather can be computed efficiently using
tensor operations defined in Section 5. So in the matrix notation,
the partial derivatives of the objective function ^f are given by

( )
( )
( )

∂
∂

= ^ − ^ ( ⊙ )

∂
∂

= ^ − ^ ( ⊙ )

∂
∂

= ^ − ^ ( ⊙ )
( )

^
( ) ( )

^
( ) ( )

^
( ) ( )

f

f

f

N
T S Q P

P
T S Q N

Q
T S P N

,

,

,
12

1 1

2 2

3 3

^
( )T n and ^

( )S n can be obtained by the above formula, and the symbol
⊙ denotes the Khatri–Rao product and is defined as for Q and N:

⊙ = [ ⊗ ⊗ ⋯ ⊗ ] ( )Q N q n q n q n , 131 1 2 2 D D

where ⊗ denotes the vector Kronecker product.
Now that we have the gradient, we can use a standard first-

order optimization method such as nonlinear conjugate gradient
(NCG) or limited-memory BFGS to get the factor matrices N, P and
Q . In our definition, the overall rating matrix is the first frontal

slice of ^ , so the predicted rating value that ui will give for ij can be
easily identified as

∑˜ = ^ =
( )=

r r n p q .
14

ij ij
d

D

id jd d1
1

1

7. Experiment

In this section, we present experimental studies on our dataset.
First we describe some statistical characteristics of our datasets.
Then we show the detail of our experimental setup. Finally we
analyze the experimental results.

7.1. Data set

In this sub-section, we describe the data sets used in our ex-
periments. We employ two types of data sets. The first data set is
collected by us. We crawled 193,266 reviews written by 83,585
users from the Internet Movie Database (IMDB) website, and col-
lect star ratings and the corresponding textual reviews of 1650
movies. On the IMDB website, each rating is in the range of 1–10
stars and the free-text reviews are recommended to have a length
of 200–500 words. In the dataset, some users contribute only a few



Table 2
Dataset statistics.

Dataset #Users #Items #Reviews Rating scale

Movie 879 1507 41,128 1–10
Hotel 64,215 1850 81,085 1–5

Table 3
Experiment results for the two data sets.

Dataset MF MR TF TF-W-CP TF-W-HOSVD

Movie
MAE 1.271 1.258 1.231 1.221 1.204
RMSE 1.719 1.702 1.686 1.663 1.647

Hotel
MAE 1.213 – 1.177 1.156 1.134
RMSE 1.542 – 1.519 1.495 1.468
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reviews, while others contribute a lot, and a similar observation
are made on movies, i.e., some are only rated by a few users, while
some by many. To make the computation meaningful and the
performance more robust, we filter out users who provided less
than 10 reviews. This leads to a much condensed data which in-
clude 41,128 reviews from 879 users, and more detailed descrip-
tion is shown in Table 2.

The second data set was provided by Wang et al. [11]. In this
dataset, in addition to the overall rating, each hotel review is as-
sociated with ratings on seven aspects: value, room, location,
cleanliness, check in/front desk, service, business service ranging
from 1 star to 5 stars. This data set is mainly used to compute user
preference and infer user overall rating. In order to reduce the
error caused by the aspects whose rating are missing, and to make
our method more representative, we remove those reviews in
which any of the seven aspect ratings was missing. Thus, there are
81,085 reviews for the evaluation. The detailed description is also
shown in Table 2.

7.2. Evaluation metric

Our experiments integrate the extracted opinions and users
preferences on aspects into recommender systems and examine
the usefulness of the opinion information and the users pre-
ferences in collaborative filtering. Therefore, we use Mean Abso-
lute Error (MAE) and Root Mean Squared Error (RMSE) to evaluate
the deviation between the predicted ratings and the actual ratings.
They are the most widely used statistical accuracy metrics of
collaborative filtering.

∑= (| − |)
( )( )∈n

r pMAE
1

15i j T
ij ij

,

∑= ( − )
( )( )∈n

r pRMSE
1

,
16i j T

ij ij
,

2

where rij is the actual rating, pij is the predicted rating. n is the total
number of test sample set T . The two metrics both measure how
much our predicted rating deviates from the true rating. A smaller
value indicates a more accurate prediction.

7.3. Experimental setup

We begin our experiments by dividing the dataset into a
training set and a testing set. In order to remove the uncertainty of
the data spilt, we perform a ten-fold cross validation in our ex-
periments where nine folds are used for training and one fold for
test. For each test set, we calculate the corresponding MAE and
RMSE between the actual ratings and the predicted ratings and
then take an average over the ten parts to measure the perfor-
mance of the model.

We compare our methods with several baselines methods that
have been proposed in the current literature. First, we evaluate the
performance of adopting tensors compared to the classic Matrix
Factorization in CF. The tensor factorization method applied in our
model can actually be considered as an extension of matrix fac-
torization in multi-arrays, and we use a widely used approach [23]
(MF) for comparison in the empirical study. MF does not consider
any text reviews and focuses on modelling the overall rating ma-
trix only. To justify the effectiveness of introducing aspects and
weights, we then compare our proposal with a study also exploits
sentiment analysis for CF in the movie sector. The work is ori-
ginally proposed by Moshfeghi et al. [32] (identified as MR), which
incorporates the emotion information into CF. It first collects
emotion information occurs to each sentence, and then accumu-
lates from all sentences of a review to generate an integrated
sentiment. Since such emotion extraction is sentence-based, they
do not make sentiment analysis at aspect level. In addition, to
demonstrate the significance of weights on an aspect, we compare
with the model proposed in [33] (TF), which only discovers user
opinions rather than weighting preferences from reviews in CF.
Finally, we have introduced our basic model using the Higher-or-
der SVD approach to factorize the weight tensor (TF-W-HOSVD) in
the previous section. Thus, we use the model (TF-W-CP) proposed
by Nie et al. [15] which adopts the CANDECOMP/PARAFAC (CP)
approach [30] to factorize the weight tensor as the last baseline for
comparison.

7.4. Results and discussion

We perform experiments on the models, and Table 3 shows the
rating prediction results in the two data sets. From the table, we
can see that the baseline models TF and MR outperform the
baseline model MF, which verifies that users' opinions on aspects
can improve the effectiveness of CF. In addition, The model TF-W-
CP and TF-W-HOSVD perform better than all three baseline
methods. This coincides with our intuition that considering aspect
weights can improve the prediction accuracy. At last, our model
TF-W-HOSVD performs better than the model TF-W-CP. The rea-
son for this is that our model allows for extraction of different
numbers of factors in each of modes. At the same time, our model
can fully excavate tensor principal component which is stored in
the factor matrices, and the covariance among each dimension is
stored in the core tensor, which can effectively guarantee the
matching degree between the original tensor and the decom-
position model. In fact, the CANDECOMP/PARAFAC (CP) approach
[30] can be viewed as a special case of HOSVD where the core
tensor is superdiagonal and = =P Q R.

From the table, we can see that the result for Hotel is better
than the Movie's result, but the difference between them is not too
much . The first reason is from the different rating scales. The
number of rating scale is 5 for Hotel, while Movie review data set
contains 10 rating scales. The second reason may be from the
different data sparsity, which we will discuss later. We also find
that different methods play similar role in Movie and Hotel data
sets. MAE and RMSE also have the same trend to evaluate the
results. Therefore, in the following experiments, we only provides
the results on Movie data set with RMSE evaluation.

Effect of data sparsity: We study the influence of data sparsity.
The data sparsity is computed by = #

# ·#sparsity reviews
users items

. We ran-
domly remove some reviews from the data set, the data set would



Fig. 7. Experiment results for different sparsity.

Table 4
Top 15 movie aspect clustered by LDA (# Clusters¼6).

action story war film movie scene
john role man comedy time man
guy plot film fun watch hitchcock
die play american humor story house
plot music world cast people jack
hero film men character character wife
scene academy people role thing family
cop picture death films scene plot
car cast kubrick batman plot woman
police grant history show actor case
kill screen power time end mother
chase hollywood battle performance part room
crime performance epic script feel daughter
cool actress country plays kind place
violence directory force dark camera son
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have a lower data sparsity. The experiment results are shown in
Fig. 7. Fig. 7 shows that the prediction accuracy of each model
decreases as the data become sparser. But the rate of accuracy
change is different. When the data sparsity change from 3.1% to
1.6%, the RMSE of our model increases at a lower rate than the
baselines. This proves that our model can better adapt to data
sparsity than baseline models. This also may be one of the reasons
that the result for Hotel is not too much better than the Movie
resutls in Table 3.

Effect of the number of aspects: As discussed in Section 4, we
exploit the LDA approach to cluster the aspect terms into K groups.
In order to determine the impact of parameter K on the prediction
quality of the models TF-W-HOSVD, TF-W-CP and TF, we carry out
an experiment where we vary the value of K to be used from 2 to
16 with a step of 2 and compute RMSE. We plot the RMSE at dif-
ferent K values in Fig. 8. Note that these plots represent the ex-
periment results on one of the ten fold data where the data
sparsity is set at 3.1%.

We can observe from the plots that the value of K does affect
the quality of prediction. The quality of prediction increases as we
increase K from 2 to 8. When K equals 8, RMSE is minimal, which
corresponds to the best prediction quality. After that, the value of
RMSE deteriorates as we further increase K . So we choose 8 as our
optimal choice of parameter K in our experiments.

Analysis of aspect term clusters: Table 4 gives the clusters cre-
ated by the LDA approach whenwe set the number of clusters to 6.
We observe that when the number of the aspect clusters increases,
the concepts represented by the aspect clusters show a much finer
granularity. By analyzing the movie aspect terms in the clusters,
we find there are not only clusters containing generic terms about
movie aspect (such as plot, cast, and directory), but also clusters
describe the movie's content or genre (crime, action, cop). In
Fig. 8. Sensitivity of parameter K.
addition, some clusters even contain specific movies (e.g., Batman
and Hitchcock). This demonstrates that the LDA approach can
create the clusters at different levels. When the number of clusters
becomes higher, the clusters show a finer granularity. Due to the
characteristic of LDA, the same aspect term can be grouped into
several different clusters (such as story, plot, and performance).
8. Conclusion

In this paper, we have shown that user preferences and opi-
nions on aspects can improve the performance of collaborative
filtering. Based on two basic ideas, our work are carried out. The
first basic idea is that we assume that the overall rating is gener-
ated based on a weighted combination of the extracted opinions
over all the aspects. The second basic idea is that the extracted
opinions and the user preferences on aspects can be combined
with the overall numerical ratings and then used to provide more
accurate rating prediction.

To extract the opinions from the free-text reviews, we employ
an opinion mining approach. This approach expands the opinion
lexicons and extracts aspect terms and opinion words simulta-
neously. After the extraction, we employ LDA to generate the as-
pect term clusters and compute aspect ratings based on the opi-
nions expressed towards the constituent aspect terms.

To consider the effect of aspect weights for the prediction of
overall ratings, we propose a model based on tensor factorization,
which aims to compute a concise representation of the underlying
factors for weighting, taking into consideration the fact that many
aspect ratings may be missing. The model decomposes the aspect
weight tensor using a core tensor multiplied by a matrix along
each mode which are used to model the association among the
users, items and aspects. After getting the core tensor and the
three matrices, we use them to get the aspect weights.

The fundamental idea of our approach is that a user's overall
rating can be reflected by his or her opinions and preferences on
aspects. To model the relationship, the obtained aspect weights
are used in conjunction with the aspect rating matrices to form the
weighted aspect rating matrices. Then we organize the overall
rating matrix and the weighted aspect rating matrices to a tensor,
which are then be used to perform prediction on the overall rat-
ings. We have performed extensive experiments on two datasets.
The experiment results show that it is indeed effective and out-
performs the baseline methods in terms of prediction accuracy.
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