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Abstract—Simulated Annealing is a metaheuristic for optimiza-
tion based on the process of annealing. The simulated component
of annealing allows the process to differ from Hill Climbing
through the probabilistic acceptance of deteriorating moves.
In continuous domain search spaces, this can have negligible
effect on performance and behaviour. Our experiments show
that Simulated Annealing behaves like an optima hopper. Hill
Climbing has the same opportunity for optima hopping, so
the two algorithms are largely equivalent in continuous domain
search spaces.

Index Terms—simulated annealing, exploration, selection

I. INTRODUCTION

Hill Climbing is an optimization technique that is suitable
for local optimization or unimodal search spaces. Upon reach-
ing a local optimum in a multi-modal search space, further
progress depends on its ability to “hop” directly to another
(near) local optimum. The probability of these hops being
successful is related to the density of local optima in the search
space.

One way to improve the performance of Hill Climbing in a
multi-modal search space is to allow deteriorating steps away
from a local optimum. The goal of these deteriorating steps is
to leave the attraction basin around the current local optimum
so that future improving steps will lead to a different, and
hopefully better optimum. Deteriorating steps towards higher
energy states occur probabilistically as part of (continuous)
chemical reaction paths [1], and this concept has been mim-
icked in Simulated Annealing [2].

Simulated Annealing is a search technique which accepts all
improving moves (like Hill Climbing), and worsening moves
with a probability based on a “temperature”. In chemical
reactions, a high temperature is more likely to allow new
molecular configurations with higher energy/lower fitness to
be formed, whereas chemical products (i.e. local minima) will
quickly stablize at low temperatures. Simulated Annealing thus
uses a decreasing temperature parameter to transition from
exploration to exploitation.

The metaphoric inspiration for Simulated Annealing implies
a search trajectory through a multi-modal search space that
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is similar to a reaction path in chemistry. For example, a
simulation for the chemical reaction from HCN to CNH could
involve starting from the first product, making continuous
movements of the atom locations to find a saddle point in the
potential energy surface, and then more continuous movements
of the atom locations until the second product is reached [1].
The goal of our experiments is to compare the search trajectory
of Simulated Annealing with continuous chemical reaction
paths and discrete hops between optima.

Our experiments are based on a standard implementation
of Simulated Annealing [3]. We modify it into a form of
Hill Climbing by removing its ability to accept deteriorating
moves, and this leads to a negligible change in performance.
We then analyze the deteriorating moves that are accepted in
Simulated Annealing, and we show that they do not create
search trajectories that move through saddle points in the
fitness landscape. Additional measurements then show that the
ability of Simulated Annealing to move from one attraction
basin to another often depends on optima hopping.

An important theme throughout this paper is to show that the
operation of Simulated Annealing in continuous domain search
spaces does not meaningfully simulate the physical chemical
process of annealing. The Background Section presents the
Rastrigin experiments that we will use to analyze the operation
of Simulated Annealing and Hill Climbing. The performance
of these two search techniques is presented in Section III
before their operation is analyzed in Section IV. The closing
Discussion will highlight the differences between attraction
basins and search paths in continuous domain and combina-
torial search spaces.

II. BACKGROUND

An attraction basin is defined as a region of a search space
in which monotonic paths (e.g. of decreasing fitness for a
minimization objective) from all of its points will lead to the
same local optimum. Based on this definition, a multi-modal
search space contains a countable number of attraction basins,
and a unimodal search space will have exactly one attraction
basin. It is also useful to define the fitness of an attraction
basin to be the fitness of its local optimum. [4]

It is possible to identify all of the attraction basins in
artificial search spaces such as the Rastrigin function (see



Equation 1). It was first presented in [5] that this function
has the useful property that every point with integer values
in all dimensions is a local optimum, and all other points in
the search space belong to the attraction basin of the local
optimum that is determined by rounding each solution term
to its nearest integer value. The ability to know all of the
attraction basins in a search space allows us to make new
observations on the search trajectories of metaheuristics.

f(x) = 10d+

d∑
i=1

(
x2i − 10cos(2πxi)

)
(1)

III. SIMULATED ANNEALING VS. HILL CLIMBING

We begin with a standard implementation of Simulated
Annealing [3], and we convert it into a Hill Climber by
removing the opportunity to accept deteriorating moves. We
also set the termination condition to be a maximum step size of
0.01 – an alternate termination condition of maximum moves
without an improvement in the standard implementation can
prevent the Hill Climbing modification from converging since
the deteriorating moves in Simulated Annealing allow for more
frequent improving moves. The initial maximum step size
(which then decays with temperature updates) is set to 2.0, and
uniform random numbers from zero to this maximum value are
generated and then added or subtracted to each solution term.
Otherwise, all operating parameters are the same (including
the random initial seeds), so the Hill Climber is as close as
possible to Simulated Annealing without deteriorating steps.

We apply both algorithms to the Rastrigin function in d =
1,2,3,5,10,30 dimensions, and we use xi = 5.12 for all i as the
initial position for 100 independent trials. Table I shows the
mean and standard deviation from these experiments, and it
is evident from the p-values of a paired t-test that Simulated
Annealing has no performance advantage over Hill Climbing.
The overall similarity in performance supports our hypothesis
that Simulated Annealing (like Hill Climbing) depends on
optima hopping to escape from attraction basins/local optima,
so we now attempt to quantify this phenomenon.

TABLE I
PERFORMANCE OF SIMULATED ANNEALING AND HILL CLIMBING

Simulated Annealing Hill Climbing
d Mean Std Dev Mean Std Dev t-test
1 0.17 0.38 0.00 0.00 0.00
2 0.44 0.62 0.00 0.00 0.00
3 0.82 0.79 0.37 0.50 0.00
5 3.94 2.07 3.82 2.25 0.35

10 21.40 9.90 19.30 7.65 0.05
30 524.42 284.64 568.80 259.27 0.13

IV. OBSERVATIONS OF OPTIMA HOPPING

Our analysis of Simulated Annealing and Hill Climbing
will attempt to show that the deteriorating steps allowed in
Simulated Annealing (a defining difference between the two

algorithms) have a negligible effect on its operation. We then
show visualizations of the search trajectories for Simulated
Annealing and Hill Climbing which provide qualitative evi-
dence of optima hopping. We then quantify this observation
with further data collection.

Table II shows the average number of deteriorating steps
taken by Simulated Annealing (column 2). Nominally, dete-
riorating steps allow Simulated Annealing to perform more
exploration, but the percentage of these deteriorating steps that
lead to different attraction basins is quite small (column 3).
Further, the majority of these steps occur before Simulated
Annealing has converged to a local optimum – i.e. the dete-
riorating steps do little to help Simulated Annealing escape
from local optima. Column 4 shows that the proportion of
deteriorating steps from a near local optimum (a maximum of
0.1 away in any dimension from an integer coordinate) that
lead to a different attraction basin is negligible (and exactly 0
for d ≥ 10).

TABLE II
DETERIORATING STEPS IN SIMULATED ANNEALING

d Deteriorating Steps Exploratory Escapes
1 3348.3 4.0% 0.4%
2 1397.0 2.3% 0.4%
3 666.3 1.1% 0.2%
5 208.5 1.4% 0.1%

10 32.9 5.0% 0.0%
30 6.2 7.2% 0.0%

A good visualization of the search trajectory for Simulated
Annealing is possible in two dimensions – just plot each
solution as an x-y coordinate pair. Fig. 1 shows a representative
trial of Simulated Annealing on the Rastrigin function where
the global optimum is at the origin (0.0) and all other sets
of integer coordinates are local optima. It can be seen that
the majority of long/exploratory moves (to different attraction
basins) jump from one position that is near a local optimum
to another position that is near a local optimum.

Table III now provides some quantitative data for the
qualitative insights gained from Fig. 1. We first show the
percentage of exploratory solutions (i.e. in different attraction
basins) which are within the 0.1 hypercube around a local
optimum (i.e. “close”) that are accepted by selection (Column
2). This is much higher than the percentage of exploratory
solutions which are not in this hypercube (i.e. “far”) that are
accepted (Column 3). Unfortunately, the proportion that this
hypercube represents of the region around a local optimum
decreases exponentially with increasing dimensionality, and
this is reflected in the proportion of close solutions that are
generated (Column 4).

Table IV provides the same data for Hill Climbing. The lack
of deteriorating steps reduces the need for improving steps, so
the values in Column 2 and 3 can be lower. Nonetheless, when
close solutions are generated, they are accepted with a much
higher probability than far solutions. It is also noted that the



(a) Simulated Annealing (b) Hill Climbing

Fig. 1. Search trajectories for Simulated Annealing and Hill Climbing for Rastrigin in d=2 dimensions. The majority of movements are “hops” to near integer
locations.

TABLE III
ANALYSIS OF MOVEMENTS IN SIMULATED ANNEALING

d Accepted Close Accepted Far % Close
1 30.5% 0.51% 16.14%
2 22.9% 0.24% 3.23%
3 19.4% 0.18% 0.67%
5 39.7% 0.19% 0.03%

10 NA 0.19% 0.00%
30 NA 0.09% 0.00%

TABLE IV
ANALYSIS OF MOVEMENTS IN HILL CLIMBING

d Accepted Close Accepted Far % Close
1 0.4% 0.05% 16.18%
2 1.8% 0.08% 3.23%
3 7.9% 0.12% 0.67%
5 36.1% 0.17% 0.03%

10 NA 0.17% 0.00%
30 NA 0.07% 0.00%

implementations of Simulated Annealing and Hill climbing
generate their new search solutions by using the same number
distributions, so the percentage of close solutions found by Hill
Climbing is similar to those found by Simulated Annealing.

Another way to visualize the motion of solutions in Simu-
lated Annealing is shown in Fig. 2. The top sub-figures show
the distance moved by the solution with respect to its previous
position. The blue dots represent rejected solutions, the red
dots represent fitter solutions in different attraction basins, the
black dots represent deteriorating solutions in different attrac-
tion basins, the green dots represent deteriorating solutions
in the same attraction basin, and the yellow dots represent

fitter solutions in the same attraction basin (i.e. exploitation).
The bottom sub-figures show the distance of the accepted
new solutions (except yellow/exploitation) with respect to their
nearest local optimum.

It is noted that once the maximum possible step size
becomes less than the distance between local optima that no
moves to new attraction basins are recorded. Further, the large
accepted moves (especially in d = 1, 2, 3 dimensions) are
often very close to the new local optimum, and the green
deteriorating moves do little to facilitate an “escape” from
the region around a local optimum. Compared to a chemical
reaction path which passes through a saddle point between
local optima on a potential energy surface, deteriorating steps
are never closer to a saddle point (which is at least 0.5 distance
away) than a local optimum.

V. DISCUSSION

Simulated Annealing and Hill Climbing both use fitness-
based selection – a new search solution only replaces the
current (reference) solution if it is fitter. If the current solution
is a local optimum, further progress can depend on having
to “hop” to another (near) local optimum. If each search
term has to be “near”, then the probability of finding such
a search solution can decrease exponentially with increasing
dimensionality of the search space. Simulated Annealing and
Hill Climbing both show decreasing performance on Rastrigin
as dimensionality increases, and this is consistent with the
expected effects of the Curse of Dimensionality.

Simulated Annealing can perform deteriorating steps by
accepting search solutions with worse fitness. However, the
probability of these steps being accepted still depends on the
fitness difference. Thus, the deteriorating steps that are most
likely to be accepted are small deteriorating steps in the same
attraction basin, or hops to near local optima in other attraction
basins. Small deteriorating steps in the same attraction basin



(a) d=1 (b) d=2 (c) d=3

(a) d=5 (b) d=10 (c) d=30

Fig. 2. Distance of moves in Simulated Annealing in d=1,2,3,5,10,30 dimensions. Top sub-figures show the distance from the previous location and bottom
sub-figures show the distance to the nearest local optimum. Accepted exploratory solutions (red and black) are very close to a new local optimum (i.e. “optima
hopping”), and deteriorating steps (green) do not approach the distance to the nearest saddle point (0.5).

do not meaningfully change the search trajectory of Simulated
Annealing, and a small expansion of the area around a local
optimum that will lead to a successful hop is still overwhelmed
by the effects of the Curse of Dimensionality.

It is noted that Simulated Annealing can be better at
mimicking the process of annealing when it is applied to
combinatorial optimization problems. This ability is based
on important differences between continuous domain and
combinatorial search spaces. Our definition of an attraction
basin requires that a point in the search space (that is not
a saddle point) can lead to only one local optimum via
paths of monotonically improving fitness. Using the Travelling
Salesman Problem (TSP) as an example, a random initial
solution can reach many different local two-opt optima through
the application of only improving two-opt swaps.

A TSP solution that can lead to multiple local optima
through only improving moves can be viewed as a saddle
point. A single deteriorating step from a locally optimal TSP
solution can plausibly lead to such a saddle point solution
whereas such a step would be exceptionally unlikely in a
continuous domain search space. This observation highlights
the risk of adapting metaheuristics designed in combinatorial
search spaces for use in continuous domain search spaces, and
vice versa.

VI. CONCLUSION

The purpose of the design features of Simulated Annealing
is to allow escapes from local optima. However, an escape path
in continuous search spaces is exponentially unlikely, and our
experiments suggest that it is even less likely than a direct
hop to another optima. The probability of hopping directly
to another optima is related to the density of optima in the
search space, and this density decreases rapidly with increasing
dimensionality (i.e. the Curse of Dimensionality).
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